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OpenSim Models and Pose Estimation
Q. Is the accuracy of OpenCap affected by subject information, such as gender, age,
BMI?
A. OpenCap uses weight and height as inputs to some algorithms. Sex assigned at birth and
gender are optional to provide and currently unused internally.

Q. What base OpenSim model does OpenCap use? Are users able to specify which
model/markerset is used by the cloud for scaling and dynamic trials?
A. The base model is the Lai model in which we adjusted the hip abductor muscle paths as
described by Uhlrich et al. (2022). You can find the model (.osim file) here, the marker set here,
the scaling setup here, and the inverse kinematics setup here. There is currently no option to
specify another model when running OpenCap in the cloud. To use another model, you can
reprocess the data locally. More information here, and adjust the part of the pipeline where we
run scaling and inverse kinematics.

Q. Does your deep learning algorithm improve in "accuracy" with more trials of the same
task?  Do you have guidelines for how many repetitions from each subject should be
collected to personalize these movements to each individual?
A. The LSTM has been trained on an existing dataset and does not adjust on a trial by trial
basis within a subject. Therefore performing the tasks repeatedly will not increase the accuracy
of the model.
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Q. Are the weights for the keypoint augmentation model available for fine tuning?
A. The models and weights are available here. We are planning to share the code used for
training the model in the future.

Q. Can I modify the virtual marker positions to make the algorithm more focused on the
lower or upper limbs separately?
A. When reprocessing the data locally (more information here) you can adjust the position of the
markers and the weights associated with each marker when running inverse kinematics. This is
a way to focus more or less on certain parts of the body.

Q. If someone has a movement disorder and is walking atypically, with gait changes
occuring during the walk, would the models be able to adapt dynamically to be able to
assess their movement?
A. Yes, the software should be able to track the kinematics of a person with a movement
disorder.

Q. Having used OpenPose before, I'm a bit concerned about the tracking stability,
particularly of the upper body. Is there something you've done to improve upon
OpenPose's pose estimation accuracy?
A. OpenCap uses OpenPose or HRNet as is for pose estimation. Nevertheless, prior to running
inverse kinematics, it relies on a deep learning model to predict anatomical marker position from
reconstructed video keypoints. The model was trained based on existing motion capture data.
The benefits of this model include correcting for some tracking failures of the pose estimation
models. You should keep in mind that the downside of using this model is that if a motion is out
of the distribution of data used to train the model, the predicted anatomical markers might be
inaccurate. You can find more detail about how we predict anatomical markers from video
keypoints in the preprint of the paper. We found that using anatomical markers instead of video
keypoints improved the accuracy of our kinematic estimates.

Q. How well does OpenCap predict muscle dynamics for people with a
neuromusculoskeletal disorder? I’d imagine that they’re based on a healthy
musculoskeletal model.
A. OpenCap uses a generic musculoskeletal model, which will not capture differences in control
and muscular properties that may be present in individuals with neuromuscular disorders. Users
can embed knowledge about participants (e.g., muscle weakness) by adjusting the
musculoskeletal model prior to running dynamic simulations.

Q. Are there ways around the straight hips/knees/back requirements for scaling?
A. Currently, this is a requirement of the scaling setup. You can adjust these constraints when
reprocessing data locally (more information here).
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Movement Types
Q. What joints are you capable of tracking accurately? The examples are focused on
large joints (e.g. knee). Are there any (preliminary) results on finger, hand, or head
movements?
A. Currently the software is best validated for lower limb movements (we validated on 18
degrees of freedom across the lower and upper extremity, see preprint for details). Any
additional movements that you would want to track may be limited by the markerset that is being
used in OpenCap. To track finger or hand movements, users would need to extract more
keypoints from the pose estimation models (it is possible, see the documentation of OpenPose),
add corresponding virtual markers to the OpenSim model, potentially add joints to the OpenSim
model, and rerun inverse kinematics. You can find inspiration about how we currently proceed
by viewing our source code.

Q. Could multiple subjects be captured simultaneously or is Open Cap limited to a single
subject? Can the system handle a second person in the view? (a spotter?)
A. OpenCap only tracks one person, the biggest person throughout the entire video. Other
persons can be in the scene and will be ignored as long as they are smaller than the participant.
Please see the tutorial portion of the webinar.

Q. Is the data still valid if the participant turns? (e.g. 180-CODs or jumps with rotation)
A. The participant is able to make as many 180 degree turns or rotations within the capabilities
of the pose estimation software.

Q. Is OpenCap currently just suitable to use on humans right now, or could be used for
animals?
A. OpenCap only supports humans for now. Pose estimation and OpenSim models for animals
do exist. You could follow a similar pipeline to estimate kinematics and dynamics.

Q. Would you recommend OpenCap for less predictable and fast movements such as
recovery strategies from mechanical perturbations (i.e., a trip or slip) less dynamic
postural tasks (balance in quiet standing, single leg stance, etc.), or tasks with a low
number of gait cycles?
A. You can try using OpenCap for any movement. We found it to be robust for many activities. If
the task of interest falls out of the distribution of data used to train some of the pose estimation
or OpenCap models, then it could potentially fail. It is hard to predict what will work or not, but
we have successfully measured balance tasks and more reactive activities.

Q. Would it be possible to look at more complex sports movements such as throwing?
Does the deep learning need to be trained specifically on the desired motions? How
accurate would OpenCap or HRNet be for capturing simple shoulder motions like
flexion/extension, or abduction/adduction, and for more complex motions like humeral
rotation?
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A, The upper-body part of the default OpenCap model is fairly simple (e.g., the shoulder is a
three degree of freedom ball joint) with no support for movements like shrugging. It is on the
roadmap to support more expressive upper extremity models to better capture upper extremity
tasks. The deep learning model we used for marker augmentation has been trained on data
from activities with fairly simple upper extremity movements, and might therefore struggle to
extrapolate to new tasks with more complex arm movements. We hope to improve the accuracy
and robustness of this model in the coming months. Regarding the kinetics, OpenSim already
models the dynamics of the rigid bodies forming the skeleton.

Q. It seems there is one study example of stepping up and down stairs, how does the
predictive simulation handle this? Do you automatically model the uneven ground? For
instance a dynamic postural control test such as the star excursion balance test (i.e.,
single leg stance where the subject reaches as far as possible with the other foot in a
given direction). Would it be possible to quantify reach distance (from start to maximum
reach position)?
A. OpenCap currently assumes the ground to be flat and assigns the ground position based on
the lowest vertical marker position across the entire motion sequence. For uneven ground or
stairs, you would need to model that specifically when formulating the trajectory optimization
problems. For reaching tasks like the star excursion balance test, it is possible to quantify reach
distance with the system as is. From the kinematic data, you can run a point kinematic analysis
in OpenSim to obtain the 3D position of specific stations (e.g., toes) on the model in the ground
frame. You can then quantify the reach distance by computing the distance between two time
instants.

Q. Do you think the system will work on stationary cycling?
A. The current release of OpenCap was not optimized for cycling, and preliminary results are
decent, but not fantastic. We are working on improving cycling results in the future.

Q. How well would tracking work on a treadmill where safety bars might be obscuring
some of the view?
A. OpenCap and the pose estimation models are able to handle some occlusion, but we
encourage optimizing your environment to minimize occlusion as much as possible. It is hard to
say how it will work in specific conditions - it is best to try. Please take a look at the tutorial video
about treadmill data collection for more details: https://www.opencap.ai/best-practices.

Q. Looking at the future, do you believe the background dynamic processing may work
with current larger scale motion tracking technologies being used in professional sport
by industry (e.g. Hawke-Eye/SONY)? For example on rugby/football fields or
tennis/basketball courts to identify injury? And can other models with more detail in
other body parts be used, for example lumbar spine, shoulder, neck?
A. Future developments will be driven by the needs of the community. We are planning to
support more expressive models of the upper body (lumbar spine, neck, shoulder) in future
releases. For specific requests regarding integration with technologies in professional sports, we
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encourage you to reach out to the OpenCap developers directly. You can also sign up for virtual
office hours organized by the Mobilize and Restore centers.

Setup
Q. What is the capture volume with the basic setup (two devices)? Is it fixed based on the
FoV or the distance of the devices from the calibration chart? What is the dimension of
the system's work area (the calibrated area)? Can we use high resolution cameras to
enlarge the experimental area?
A. It depends on the angle between the two cameras, but a typical 30 degree setup should give
you approximately 10-15 ft (or 3-4 strides) of overground walking or running. This volume can
be increased with multiple cameras, however your volume is limited to the area that all cameras
can see simultaneously. The resolution of the cameras is currently fixed to 1280x720. More
accurate results when the participant is far from the camera may also be achieved by
re-processing data with higher resolution pose estimation settings, as described in the tutorial
here.

Q. How do shadows affect data collection outside? Should the calibration be shaded?
A. The calibration should be performed in an area that is well lit, but not too bright or dark so
that the contrast between the black and white squares are clearly distinguishable. In outdoor
data collection, we found that having shade on the calibration board helped when it was very
sunny/exposed.

Q. Are multiple checkerboards supported?
A. Yes, you need to enter details about the checkerboard (number of rows and columns) during
calibration in the web application. We found little difference when using a checkerboard printed
with a regular printer and a high-precision manufactured checkerboard.

Q. Do the phones need to be mounted in portrait mode, or can they be used in
landscape?
A. Both portrait and landscape mode are now supported.

Q. If you want to use more than 2 devices (surrounding a capture volume) how would you
suggest doing the calibration (since the calibration checkerboard sheet is planar and will
probably not be visible by all cameras)?
A. The calibration can only occur when all cameras are able to see the checkerboard. So if you
have 3 cameras, they all need to see the checkerboard from the same side (i.e., the half circular
volume extending out from the one side of the checkerboard). You may be able to achieve a
surround capture by laying the checkerboard flat on the ground, and re-running the pipeline
locally, changing the checkerboard orientation in the session metadata to placement=‘ground’
here, but we found the checkerboard identification algorithm to struggle to identify the board at
these acute angles.
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Q. Should the camera calibration be done in the same place as the recording/testing
space? If so, is it possible to use the system in small spaces such as small exam rooms,
narrow and crowded hallways, or a patients’ room?"
A. The calibration must be performed in the same area as the data collection, and the cameras
cannot be moved after the calibration occurs. Depending on the size of your exam room or
hallway, you may be able to set up a small capture volume for standing tasks or a few strides of
walking.

Q. Would it be possible to capture motions using only 1 smartphone? I would imagine
using BlazePose or depth sensor from the newest iPhone pro smartphone.
A. Multi-view 3D pose estimation is currently more accurate than single-view pose estimation.
Our goal was to estimate kinetics accurately from a reasonably simple setup. We did not want
kinematic accuracy to be the limiting factor.

Data synchronization with other systems
Q. Is there any ability to integrate and synchronize the motion tracking from OpenCap
with other instruments, such as force plates?
A. We currently do not support any synchronization with other technologies/instruments. If you
run your pipeline locally, and place the calibration board in a position that is known relative to
force plates, you can align the coordinate systems. Cross correlation of signals can be used for
time synchronization. Others have even used a light that turns on to signal the start time of other
systems. We have no plans to enable hardware time synchronization of any kind.

Q. Can you combine AMTI force plate data with OpenCap? Is there a way to put both into
OpenSim?
A. OpenCap is using OpenSim under the hood, and the output files (marker and kinematic files)
are under an “OpenSim format” (.trc and .mot, respectively). You could therefore combine force
plate data with OpenCap files similarly as you would combine force plate data and marker data
from a regular motion capture system. Note, there is currently no support for synchronizing
OpenCap with other instruments such as AMTI force plates. You would need to use custom
algorithms to do so, as noted above.

Post Processing of Videos
Q. Why do you use only iOS devices?
A. There are two main reasons. 1) to triangulate 2D marker positions estimated from different
camera views, we need to know the intrinsic and extrinsic parameters of each camera. We
compute the extrinsic parameters with the checkerboard through the web application. The
intrinsic parameters are fixed and are dependent on the hardware and some settings we
selected (e.g., resolution). We created a database of intrinsic parameters for all iOS devices
released in 2018 and after. When a user pairs a device with the web application, the model is
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identified and the corresponding parameters are loaded from the database. There are many
more Android devices than iOS devices, and we are therefore not able to proceed in the same
way for Android. 2) in this first phase of the project, it is easier to develop and maintain on one
platform. Note that we are planning to develop utilities within the next few months to use
OpenCap locally with videos from different streams (e.g., Vicon, GoPro, Android). This will
include instructions to compute intrinsic parameters. There is currently no plan to have a
web-based version supporting Android, although we would be happy to support anyone
interested in developing it.

Q. We tested OpenCap and we have to process the motion trials one by one. Can we
collect all data first and process them after data collection is done?
A. You do not need to wait for a trial to be “done” (green checkmark) to move on and collect the
next one. As soon as the button “Start recording” is active, you can move on. This typically
takes a few seconds only (time for uploading the videos to the database). You currently cannot
collect data offline and have the data being processed when the devices are connected again.

Q. Is it possible to export the captured movement in a .FBX file that can be imported in
Blender etc.?
A. Please refer to the OpenSim forum for integration with Blender. Some people have been
working on that pipeline.

Q. Is it possible to export the recorded data to a file and manually import it to OpenSim
locally on the computer without using the cloud?
A. You need to use the web service to record videos. You can, however, reprocess data locally
afterwards (more information here). We are planning to develop utilities to import videos from
different streams in the future.

Q. Can you record and process slow-mo videos?
A. OpenCap uses predefined settings regarding video capture. This includes a fixed sampling
frequency (60Hz) and resolution (1280x720). We plan to support higher frame rates soon.

Analysis
Q. What type of data is downloadable after the cloud analysis?  Videos?  3D joint angles?
What are the possible user inputs additional to the video?
A. OpenCap provides you with raw and synchronized videos, calibration images, marker data,
and processed OpenSim data (OpenSim model and kinematic files). In addition to recording
videos, users only need to provide simple metadata about the participant.

Q. Could you explain how to transfer data from OpenCap to use in OpenSim?
A. Once you have downloaded your data from OpenCap, you can load the scaled model into
OpenSim from the OpenSimData/Model Directory (.osim). Then, load the motion from
OpenSimData/Kinematics Directory (.mot). From here, you can plot the data (Tools -> Plot) or
perform extra analysis using the Analyze tool (Tools -> Analyze). More documentation on the
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Analyze tool can be found here:
https://simtk-confluence.stanford.edu:8443/display/OpenSim/Getting+Started+with+Analyses.
Please view the README in the downloaded folder for more information.

Q. Is there a feature like StaticOptimization in OpenSim?
A. Static Optimization requires knowledge about external forces, which are not directly
measured with OpenCap. To estimate muscle forces/activations, we run muscle-driven
simulations. Please view the preprint of our paper for more information about how to estimate
dynamic quantities using OpenCap. We have example code available here. The tutorial part of
the webinar also covers this part of the pipeline.

Q. Could you clarify how the contact forces are exported in the final .sto file in order to
be presented in the OpenSim GUI?
A. After generating muscle-driven simulations, you will get different output files including files
with ground reaction forces. More information here.

Q. Do you calculate spatio-temporal parameters (such as step/stride length-time, etc.)
and if yes, all are done in OpenSim?
A. We do not automatically compute spatio-temporal parameters. However, it is possible using
OpenSim. Please view this example (colab version here) for inspiration about how we use the
OpenSim API for computing different parameters.

Q. Can COM or COP timeseries be extracted from the OpenCap?
A. You can extract COM from the kinematic data, see this example. The COP requires
knowledge of the ground reaction forces. These are not known based on the kinematic analysis,
but are estimated when generating muscle-driven simulations. After generating a muscle-driven
simulation (examples here), you will get different output files including a file with the resultant
ground reaction forces (GRF_resultant_<>.mot). This file includes the COP trajectory.

Q. In a human walking scenario, how do you estimate the center of pressure (CoP), the
ground reaction forces, and the optimal geometries for the contact model (e.g., the blue
spheres in the demo video you presented)? Can you cite some references related with
the previous question?
A. The geometries of the contact spheres are generic. Only the position of the spheres is
automatically adjusted based on the dimension of the foot. See here for default contact
parameters. We estimate ground reaction forces and COP by solving trajectory optimization
problems / generating muscle-driven simulations. We optimize for the model controls (muscle
and coordinate actuator excitations) that minimize the difference between reference (i.e.,
video-based) and simulated kinematics while also minimizing an effort term (e.g., muscle
activations squared) and satisfying some constraints. The constraints include satisfying the
skeleton and muscle dynamics. The output is a dynamically consistent simulation from which
you can extract the ground reaction forces and COP. Here are some references: our preprint,
OpenSim Moco, Falisse et al. 2019a, Falisse et al. 2019b, Ackerman and van den Bogert 2010.
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Q. Is it possible to export the kinematic data from the webapp (e.g. xlsx, csv)?
A. All kinematic data is stored in a .mot file and can be exported in OpenSim. When using our
python scripts (here and here), we also have utilities to export as csv.

Q. Is kinetic data based on OpenSim or does it also involve training on large amount of
kinetic data
A. The kinetics are calculated using an optimal control method on a trial by trial basis. Optimal
control does not rely on machine learning or training data. Yet it is an optimization-based
approach that might be sensitive to how the optimization problem is formulated.

Clothing Types
Q. What happens when the subjects wear a wearable robot? Would the accuracy of the
method decrease in this case?
A. We have not thoroughly tested OpenCap when the participant is using an assistive device or
wearing a wearable robot. The main concern in these cases is about occlusion of body parts. If
occlusion is limited, then OpenCap should work. Note that the assistive device/robot will not be
modeled when using our default scripts for generating muscle-driven simulations to estimate
dynamic quantities. Users should do that themselves and otherwise will not have meaningful
results.

Q. Does clothing matter? Have you seen any difference in results from bulky clothing
versus more tight fitting athletic gear?
A. We found the pose estimation models to be fairly robust, but tight fitting clothing and
contrasting colors might help (e.g., black shoes on black floor are not ideal).

Q. Have you conducted and compared data from a person wearing an orthosis or a
prosthesis?
A. No, we have not conducted such an experiment.

Q. I believe you may have touched on this briefly, but do you think it would be feasible to
create a lower limb prosthetic model and use something like that to do a gait analysis?
Can you give us more tips on  clothing/contrast?
A. Yes, it would be possible. There are many studies about modeling prosthetic limbs in
OpenSim. We have not tested how the pose estimation models would work with prosthetic limbs
though. Other algorithms like DeepLabCut might be more suited in such cases but are not
currently supported in OpenCap. We recommend wearing tight fitting clothing and contrasting
colors, but overall we found the pose estimation models to be robust.

Paper Related
Q. What activities were included in the deep learning algorithm to train the model?
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A. There were a lot of different activities including walking, running, squatting, cutting, drop
jumping, and stair ascending and descending. We are planning to re-train the model with an
even more diverse dataset in the coming months.

Q. Do you have error measurement in MPJPE (Mean Per Joint Position Error)?"
A. You can find details in our preprint and in the supplementary materials. The average marker
error, averaged across 17 anatomical markers and a range of activities, was 32mm when using
2 cameras. Note that this is the error in the position of anatomical markers, not in joint positions.
The true joint positions are not known, whereas the position of the reference anatomical
markers was measured using a marker-based system.

Q. When comparing the error (in degrees) of IMU vs OpenCap, what do you use for
ground truth?
A. The IMU errors are based on literature. You can find references in our preprint.

Q. How is your RMSE calculated? Is your joint angle RMSE calculated using all data
points for all strides for all participants? Or do you first average your results for each
stride/participant and then calculated RMSE?
A. We find the RMSE across all data points in one trial, then take the average RMSE over all
trials of the same motion type (e.g., walking or squatting).

Privacy
Q. Can you elaborate on the privacy standards used (possibly in relation to European
GDPR)? If I use Open Cap from outside the US, will the data be stored in the cloud in the
US? Or can I use a cloud server in a specified country? Can you comment on how users'
video data is stored, used, and/or deleted in the cloud? I am wondering about how my
local ethics panels might view the use of OpenCap for academic and/or clinical research,
and data management is of course a key consideration for them.
A. We have more information about data privacy in this document. Videos are processed and
stored on servers that are currently in the US. You can see what info is sent where in the
attached doc, but effectively videos and de-identified biomechanics data are sent between the
local machine, AWS S3 storage, and backend servers. All servers are encrypted, have up to
date SSL certificates, and all transmission is encrypted (TLS 1.2). OpenCap meets all of the
privacy and security laws in the US; we are working on meeting GDPR requirements. We have
worked with some European institutions so they can still use OpenCap, so feel free to email us
if your institution needs specific information from us.

Future Features
Q. Looking at the supplementary information from the preprint article, the walking GRF
and kinematic time series data look quite good, but the kinetic data aren't as clean. Is this
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due to difficulties with estimating CoP from video? How might you address that in the
future? Alternatively, are you more focused on ensuring that peak values agree well?
A. We hope to improve the accuracy of our algorithms in the future. Errors propagate: errors in
marker positions propagate to kinematic errors, which, combined with modeling and simulation
limitations/assumptions, result in inaccuracies in ground reaction forces and joint torques. By
improving the accuracy of marker positions and customizing the formulation of the trajectory
optimization problems for specific activities, we hope to improve the overall accuracy of
OpenCap.

Q. Gait analysis is necessary for some disabilities (e.g., cerebral palsy). Do you see this
being used in homes? Parents take videos of the kids to send into physicians?
A. We would like to see OpenCap used, however, it makes the most sense to improve clinical
care and rehabilitation. The process is straightforward enough that someone could record at
home, but that would only be necessary if a person cannot come into the clinic. Overall, we
hope to see OpenCap help democratize access to human movement analysis and accelerate
the incorporation of biomechanical metrics into clinical practice.

Q. Do you guys have any plans for a method of estimating ground reaction force to
circumvent force plate limitations?
A. OpenCap currently estimates ground reaction forces from videos alone from the dynamic
simulations, without force plates.

Q. Could an IMU sensor (e.g. Apple Watch) be integrated into the openCap ecosystem?
A. It could be yes. We do not have plans to support IMU integration at the moment, but it is
technically possible. The code is open source and you could incorporate IMU data when
reprocessing data locally.

Q. How do additional devices (e.g. a barbell with weight plates) change the results?
A. Additional devices should not have any effect on kinematics, but will influence kinetics.
Therefore, to estimate dynamic quantities with additional devices, you would need to model
these devices. Currently, we only model the participant and the floor.

Q. Are you going to change/enhance your algorithms in the near future? or is the
programming finished?
A. We will keep developing OpenCap into the foreseeable future.

Q. Are there plans to commercialize the web applications or reporting in the future?
A. The OpenCap developers have started a commercial arm to support commercial partners or
users with specific needs that might not be on the current roadmap. Please reach out to
afalisse@stanford.edu or suhlrich@stanford.edu for more information. Please note that the
current web application is freely available for educational and research use only. View our terms
and conditions for more information.

Q. Have you explored or is there any possibility for real-time tracking in the future?
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A. Real-time tracking would be great, but we have not explored this possibility yet. If you are
aware of a pose estimation model that tracks foot markers and works in real-time with a
sampling frequency > 30Hz, then please contact us.

Posted December 16, 2022

https://www.opencap.ai/#contact

